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Learning example

An example (z,y) € X x ) is a description-label pair.

Data generating distribution
Each example is an observation from distribution D on X x .

Learning sample

S = {($17y1)7 (1U2,y2), ) (xmaym)} ~ D™
Predictors (or hypothesis) Learning algorithm
h:X—=)Y, heH A(S) — h

Empirical loss Generalization loss

~ 1 ar
i=1 z,y)~
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Majority Vote Classifiers

Consider a binary classification problem, where Y = {—1, +1}
and the set # contains binary voters /» : X' — {—1,+1}

Weighted majority vote
To predict the label of © € X, the classifier asks for the prevailing opinion

Bg(z) = sgn (;,EQ’L(IL’O

z ° c:. +§ 'é'. +§ .. °° - -;-’.
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A Surrogate Loss

Majority vote risk

moine) = 5, (B #) = B 1] B <0

where I[a] = 1 if predicate a is true; I[a] = 0 otherwise.
v

Gibbs Risk / Linear Loss

The stochastic Gibbs classifier Gg(x) draws It is well-known that
h' € H according to @ and output h'(z). Rp(Bg) £ 2x Rp(Gq)
Rp(Gg) = B 1[n ]
(Go) = E BTN #y

= E L3(h
hNQED ( )a

where (o1 (h, z,y) = I[h(z) # y] . / )
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From the Factor 2 to the C-bound

From Markov's inequality (Pr (X > a) < EX), we obtain:

Factor 2 bound

Rp(Bo) = Pr (1—yh(z)>1 '
p(BQ) (x,y)l;D( y-h(z) > ) : e
=2, (1-yh(z)) = 2Rp(Gq).

From Chebyshev's inequality (Pr (X —E X > a) < —¥arX_ ) we obtain:
The C-bound (Lacasse et al., 2006)

a?+Var X

(1—2-RD(GQ)>2

Rp(Bg) < ¢§ ¥ 1-
' 1-2. dg

where dg) is the expected disagreement:

(z,")~D h;i~Q h;j~Q
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o Pre-pre-history: Variational Definition of KL-divergence Donsker and
Varadhan (1975)

Eq[®] < KL(Q|P)+InEp[e®]

where KL(Q||P) = hEQ In % is the Kullback-Leibler divergence.
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o Pre-pre-history: Variational Definition of KL-divergence Donsker and
Varadhan (1975)

e Pre-history: PAC analysis of Bayesian estimators Shawe-Taylor and
Williamson (1997); Shawe-Taylor et al. (1998)
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o Pre-pre-history: Variational Definition of KL-divergence Donsker and
Varadhan (1975)

e Pre-history: PAC analysis of Bayesian estimators Shawe-Taylor and
Williamson (1997); Shawe-Taylor et al. (1998)

e Birth: First PAC-Bayesian theorems McAllester (1998, 1999a)

McAllester Bound
For any D, any H, any P of support H, any d € (0, 1], we have

Sf’,gm<VQ ont: 2(Rs(Gg)—R(Gg))* < % [KL(QHP) +1In 2‘?}) >1-0

or

[KL(Q|IP) +1n 2]

2m

SPDrm<VQ onH: R(GQ) < Rs(GQ)—I—

N—
Y
—_
|
>,
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o Pre-pre-history: Variational Definition of KL-divergence Donsker and
Varadhan (1975)

Pre-history: PAC analysis of Bayesian estimators Shawe-Taylor and
Williamson (1997); Shawe-Taylor et al. (1998)

e Birth: First PAC-Bayesian theorems McAllester (1998, 1999a)
¢ Introduction of %kl form Seeger (2002); Langford (2005)

Langford and Seeger Bound
For any D, any H, any P of support H, any § € (0, 1], we have

VQ onH > 5
¥ bm (kl(Rs(GQ)||R<GQ))s % [KL(@IP) +1n 24E] )‘1_ 7

where Kl(g|lp) & ginf+(1-¢)ln =2 et
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Graphical illustration of the Langford/Seeger bound

kl(0.1]|R(Q))
0.4
0.3
0.2f
0.1
0.1 0.2 0.3 0.4
Borne Inf Borne Sup
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A General PAC-Bayesian Theorem

A-function: "distance” between ﬁS(GQ) et Rp(Gg)
Convex function A : [0,1] x [0,1] — R.

General theorem (Bégin et al. (2014b, 2016); Germain (2015))
For any distribution D on X x ), for any set H of voters, for any distribution

P on H, for any 6 €(0, 1], and for any A-function, we have, with probability at
least 1—6 over the choice of S ~ D™,

bl

vQon#: A(Rs(Go) Ro(Ge)) < 2 KL@IP) + 2"

where

IA(HL = sup [Z m k mA(f 7)]

r€(0,1] —
h=0 B1n(k m,7)
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Proof of the general theorem

General theorem

Pr. (VQonH: A(Rs(Ga), Rp(Ga)) < %[KL(QHP)Hn@D > 1-5.

Proof ideas.

Change of Measure Inequality
For any P and @ on H, and for any measurable function ¢ : H — R, we have

B #(h) < KL@Q|P)+1In (B ¢*™).

Markov’s inequality

Pr(X>a)<EX < Pr(X<BX)>1-6.

Probability of observing k& misclassifications among m examples
Given a voter h, consider a binomial variable of m trials with success L} (h):

Pr (Zé(h):%) - (Z‘) (zé(h))k(ucé(h))m_k - Bin<k;m,£é(h))
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Prs~pm (VQ on H : A(Rg(GQ),RD(GQ)) < %{KL(QHP)—Fln IA((sm)}) >

m-A( E Z4(h), E L,é(h))

h~Q " h~Q
Jensen’s Inequality < Em-A (Zé(h), ﬁé(h))
h~Q

Change of measure < KL(QHP) +In E P (fé(h),ﬁfg(h))

h~P
Markov’s Inequality <i_s KL(QHP) + In 1 E E em~A(Z§./(h).Lf)(h))

§ S'~DMm h~P
Expectation swap = KL(QHP) + In 1 E E em-A(Zé, (h),£5(R))

0 h~P Sl~Dm

1 m ) ) ®
Binomial law = KL(Q||P) +In = IEP Z Bin(k; m, 51@(;1/))67'1 A(E,chH )

k=0
KL(Q||P) + In % sup Z Bin(k; m, T’)e""A(%’T>

r€[0,1] | ko

—
|
<%
)
=
o
o
52
I

IA

Supremum over risk
1
= KL(Q||P) —&-lngIA(m). O

(Laboratoire du GRAAL, Université Laval) 15 / 41



General theorem

JPr (VQon #: A(Rs(Ga), Ro(Ga)) < %[KL(Q||P)+InM]) > 1-4.

0

v

Corollary

[-..] with probability at least 1—9 over the choice of S ~ D™, for all Q on H :

(a)

kl(ﬁs(GQ),RD(GQ)) <t [KL(QHP) +1In %ﬁ] , (Langford and Seeger
(2001))
Rp(Go) < Rs(Go) + \/ - [KL(QHP) +ln %] , (McAllester (19995,
2003b))
Rp(Gq) € = (c-fzs(GQ) + L [KL(Q|P) +1In é]), (Catoni (2007b))

Rp(Gq) < Rs(Go) + L [KL(Q|IP) +1Int + f(A\,m)]. (Alquier et al. (2015))

K(gp) = ghi+O-ghnizt > 20¢-p),
Acgp) & —mll-(1-e)-pl-c-q,

Ax(gp) € 2@p-q).
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Proof of the Langford/Seeger bound

Follows immediately from General Theorem by choosing A(g, p) = kl(g, p).

® |ndeed, in that case we have

A(Rg(h),R(h)) — Rg(h)\mBRs(h) r1—Rg(h)\m(A—Rg(h))
5 2 B o B (CFE) (=5)
. & \k/ | & \mk
= LB 2k=o SNPJSm(RS(")=H)(R<h>) (1—R<h>)
= Zito (W) /m)F(i—k/m)m =k, (1)
< 2vm.
O

® Note that, in Line (1) of the proof, sPDrm (Rs(h) = £) is replaced by the
probability mass function of the binomial.
e This is only true if the examples of S are drawn iid.  (i.e., S ~ D™)

® So this result is no longuer valid in the non iid case, even if General Theorem is.
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History
Pre-pre-history: Variational Definition of KL-divergence

Pre-history: PAC analysis of Bayesian estimators
Birth: First PAC-Bayesian theorems McAllester (1998, 1999a)
Introduction of k!l form Seeger (2002); Langford (2005)

Applications in supervised learning

SVMs & linear classifiers Langford and Shawe-Taylor (2002);
McAllester (2003a); Germain et al. (2009a); . ..

Theory Catoni (2007a); Audibert and Bousquet (2007a); Meir and
Zhang (2003); McAllester (2013); Germain et al. (2015, 2016a);
London (2017); ...

supervised learning algorithms that are bound minimizers
Ambroladze et al. (2007); Germain et al. (2009b, 2011)
Regression Audibert (2004)

Transductive learning Derbeko et al. (2004); Audibert and Bousquet
(2007b); Bégin et al. (2014a)

Domain adaptation Germain et al. (2013, 2016b)

Non-i.i.d. data Ralaivola et al. (2010); Lever et al. (2010); Seldin
et al. (2011); Alquier and Guedj (2016)

This allows applications to ranking, U-statistic of higher order,
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History
Pre-pre-history: Variational Definition of KL-divergence

Pre-history: PAC analysis of Bayesian estimators
Birth: First PAC-Bayesian theorems McAllester (1998, 1999a)
Introduction of k!l form Seeger (2002); Langford (2005)

Applications in supervised learning

SVMs & linear classifiers Langford and Shawe-Taylor (2002);
McAllester (2003a); Germain et al. (2009a); . ..

Theory Catoni (2007a); Audibert and Bousquet (2007a); Meir and
Zhang (2003); McAllester (2013); Germain et al. (2015, 2016a);
London (2017); ...

supervised learning algorithms that are bound minimizers Ambroladze

et al. (2007); Germain et al. (2009b, 2011)

e Regression Audibert (2004)
e Transductive learning Derbeko et al. (2004); Audibert and Bousquet

(2007b); Bégin et al. (2014a)

e Domain adaptation Germain et al. (2013, 2016b)
o Non-i.i.d. data Ralaivola et al. (2010); Lever et al. (2010); Seldin et al.

(2011); Alquier and Guedj (2016)
sample compression setting Laviolette and Marchand (2005); Germain
et al. (2011)
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o Pre-pre-history: Variational Definition of KL-divergence Donsker and
Varadhan (1975)

e Pre-history: PAC analysis of Bayesian estimators Shawe-Taylor and
Williamson (1997); Shawe-Taylor et al. (1998)

e Birth: First PAC-Bayesian theorems McAllester (1998, 1999a)
o Introduction of kl form Seeger (2002); Langford (2005)
e Applications in supervised learning

e Density estimation Seldin and Tishby (2010); Higgs and Shawe-Taylor
(2010)
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o Pre-pre-history: Variational Definition of KL-divergence Donsker and
Varadhan (1975)

e Pre-history: PAC analysis of Bayesian estimators Shawe-Taylor and
Williamson (1997); Shawe-Taylor et al. (1998)

e Birth: First PAC-Bayesian theorems McAllester (1998, 1999a)
o Introduction of kl form Seeger (2002); Langford (2005)
e Applications in supervised learning

e Density estimation Seldin and Tishby (2010); Higgs and Shawe-Taylor
(2010)

e Martingales & reinforcement learning Fard and Pineau (2010); Seldin
et al. (2011, 2012)
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o Pre-pre-history: Variational Definition of KL-divergence Donsker and
Varadhan (1975)

e Pre-history: PAC analysis of Bayesian estimators Shawe-Taylor and
Williamson (1997); Shawe-Taylor et al. (1998)

e Birth: First PAC-Bayesian theorems McAllester (1998, 1999a)
o Introduction of kl form Seeger (2002); Langford (2005)
e Applications in supervised learning

e Density estimation Seldin and Tishby (2010); Higgs and Shawe-Taylor
(2010)

e Martingales & reinforcement learning Fard and Pineau (2010); Seldin
et al. (2011, 2012)

e Sincere apologizes to everybody we could not fit on the slide...
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Algorithms derived from PAC-Bayesian Bounds

When given a PAC-Bayes bound, one can easily derive a learning algorithm
that will simply consist of finding the posterior () that minimizes the
bound.

Catoni's bound

VQ onH:
pr [B(Go) < ﬁ{l—exp[—(C-Rs(GQ)

S~D™
+LKL@IP) + 1 )]}

Interestingly, minimizing the Catoni's bound (when prior and posterior are
restricted to Gaussian) give rise to the SVM !
In fact to an SVM where the Hinge loss is replaced by the sigmoid loss.
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Algorithms derived from PAC-Bayesian Bounds

(cont)

Not only SVM has been rediscover as a PAC-Bayes bound minimizer, we

also have:
e KL-Regularized Adaboost Germain et al. (2009b)

e Kernel Ridge Regression Germain et al. (2011)
e the proposed structured output algorithm of Cortes et al.
(2007) Giguére et al. (2013)

New algorithms have been found: Ambroladze et al. (2007); Shawe-Taylor
and Hardoon (2009); Germain et al. (2011); Laviolette et al. (2011); Germain

et al. (2016b), . ..
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What is a localized PAC-Bayesian bound ?

Basically, a PAC-Bayesian bound depends on two quantities:

&E(m
KL(Q||P) + In £
2m ’

L(Q) < L(Q) + \/

e Hence, the bound expresses a tradeoff to be followed for finding
suitable choices of the posterior distribution Q).

o A tradeoff between “empirical accuracy” and “complexity”; the
complexity being quantify by how far a posterior distributions is from
our prior knowledge.

e Thus, some “luckiness argument” is involved here.

This can be good, but one might want to have some guarantees that, even
in unlucky situations, the bound does not degrade over some level.

(In general the KL-divergence can be very large ... even infinite)

(Laboratoire du GRAAL, Université Laval) 28 / 41



Localized PAC-Bayesian bounds :

a way to reduce the KL-complexity term

e |f something can be done to ensure that the bound remains under
control it has to be based on the choice of the prior.

&E(m
KL(Q| P) + In £
2m '

L(Q) S LQ) +¢

e However, recall that the prior is not allowed to depend in any way on
the training set.
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Localized PAC-Bayesian bounds :

(1) Let us simply learn the prior !

e one may leave a part of the training set in order to learn the prior, and
only use the remaining part of it to calculate the PAC-Bayesian bound.

e A. Ambroladze, E. Parrado-Hernandez, and J. Shawe-Taylor. Tighter
PAC-Bayes bounds. In Advances in Neural Information Processing
Systems 18, (2006) Pages 9-16.

e P. Germain, A. Lacasse, F. Laviolette and M. Marchand. PAC-Bayesian
learning of linear classifiers, in Proceedings of the 26nd International
Conference on Machine Learning (ICML’'09, Montréal, Canada.). ACM
Press (2009), 382, Pages 453-460.
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Localized PAC-Bayesian bounds: (2) distribution-dependent!

e Even if the prior can not be data dependent, it can depend on the
distribution D that generates the data.
e How can this be possible ? D is supposed to be unknown !
e Thus, P will have to remain unknown !
o But may be we can manage to nevertheless estimate KL(Q|| P).
This is all we need here.

This has been proposed in
e A. Ambroladze, E. Parrado-Hernandez, and J. Shawe-Taylor. Tighter
PAC-Bayes bounds. In Advances in Neural Information Processing Systems
18, (2006) Pages 9-16.
The chosen prior was:  w;, = Ex ,p(yo(x)).
e 0. Catoni. A PAC-Bayesian approach to adaptive classification. Preprint

n.840, Laboratoire de Probabilités et Modeles Aléatoires, Universités Paris 6
and Paris 7, 2003.

e G. Lever, F. Laviolette, J. Shawe-Taylor. Distribution-Dependent PAC-Bayes
Priors. Proceedings of the 21st International Conference on Algorithmic
Learning Theory (ALT 2010), 119-133.
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Localized PAC-Bayesian bounds :

(2) Distribution-Dependent PAC-Bayes Priors (cont)

e in particular, Lever et al propose a distribution dependent prior of the
form:

P(h) =  exp(—R(h),

for some a priori chosen hyper-parameter gamma.

e Such distribution dependent priors are designed to put more weight
on accurate hypothesis and exponentially decrease the weight as the
accuracies are decreasing. (A "wise” choice).

e Then, we can bound the KL-term under the restriction that the
posterior is of the form

1
Q(h) = —;exp(=7Rs(h)).
Again a suitable form for a posterior (and which this time is a known
quantity).
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Localized PAC-Bayesian bounds :

(2) Distribution-Dependent PAC-Bayes Priors (cont)
The KL-term is bounded as follows:

v 26(m) | +?
KL(QHP)S\/EN/In L

The trick: we apply a second PAC-bayesian bound and applied it to the
KL-term.

This gives rise to a very tight localized PAC-Bayesian bound:
Lever et al. (2010)
For any D, any H, any P of support H, any § € (0, 1], we have

‘d%m<onn%:kKRMGQ%R«%w)§

1[5 m%<>+jﬁiambzrﬁ‘

m

Jm 5/2 5/2
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Localized PAC-Bayesian bounds :

(3) Let us do magic and let us simply make the KL-term disappear

Consider any auto-complemented set H of hypothesis. We say that @ is
aligned on P iff for all h € H, we have

Q(h) + Q(=h) = P(h) + P(=h).

Note: we can construct any (almost any if 7/ is uncountable)
majority vote with aligned posteriors.
In other words, for any posterior (), there is a posterior @)’, aligned on P

such that BQ(X) _ BQ/(X)

So, same classification capacity if one restrict itself to aligned posterior.
But then, the KL-term vanishes from the PAC-Bayesian bound !!!

MAGIC !
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If A(p,q) = Kl(p,q) or 2(q — p)*, then
=~ 1 Ia(m
P (VQ onH : A(Rs(GQ),RD(GQ)) < = {ln M}) > 1-9.

"
-
[=]
]
-

m~A(hE L&), E £b(h)

Q h~Q )

Jensen’s inequality < }LEQm . A(Eé(h), Eé(h))

_ . 1n<emA(E§(h),Lg(h))) < mE e A(ZE),£h ()
h~Q h~Q

< In E Em~A(E§(h),Lé(h))

= h~P

o 1 ET,VI.A(EL:;/(;L),L,”)(;L)>

Markov’s Inequality R E JEL
S/~D™M hr~

I
4

1 T ‘
Expectation swap = In— E E M ALg (M), Lp5(R)

§ h~P S'~DmM

—— 2 - Bi ¢ m-A(E € (h)
Binomial law = In 50 EP Z N(k;m, L5 (h))e m =D
W~
k=0
. 1 S Bi mAa(E, my | 1

Supremum over risk < In — sup Z N(k;m,r)e m = In—-Za(m)

8 ref0,1] | =0 5
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Absence of KL for Aligned Posteriors

Let H = H1 U Ha with H1 N Ha = 0 such that for each h € H; : —h € Ha.

E ¢m2(Rs(h)—~R(h)?
h~P

= / dp(h)em~2(Rs(h)—R(h))2+/ dp(h)emQ(Rs(h)fR(h)f
heH1

heHo
_ / e 2(Rs ()= R(R))? +/ AP (—h)em2(1=Rs (1)~ (1= R(1)?
heH heH,
= / m2(Rs(h) R(h))2 / dp(ih)emQ(Rs(h)fR(h))?
hEH 1 heH,
= / (dP(h) + dP(—h)) em2(Rs (h)=R(h))?
heH

/ (dQ(h) + dQ(—h)) e™2(Bs (=R M)?
heHq

— E em2Rs(W-RMW)?
h~Q
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Transductive Learning

Examples are drawn without replacement from a finite set Z of size V.

S = {(z,y), (x2,%2), .-+, (@m,ym)} CZ

U = {(xm—f—l,'); (fL’m+2,'), DR (xNa)} :Z\S
EchLItlIlon \
~ complet ’
7N
— ) Données /" Données
1 \ \qon-étiquetée’s’, ‘\\\étiquetées
| ___ o
. N 4
: Algorithme ‘
! d'apprentissage
|
v l

[empe  ==> | Classificateur | ==> ~ Prédiction -
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Transductive learning

Examples are drawn without replacement from a finite set Z of size V.

S = {(zn,y), (2,9%2), - @mYn)} CZ
U = {(‘Tm-f—l?')? (mm+2a')7 000y (‘TN7')} :Z\S

Inductive learning: m draws with replacement according to D =- Binomial law.

Transductive learning: m draws without replacement in Z =- Hypergeometric law.

Theorem (Bégin et al. (2014b))

For any set Z of N examples, [...] with probability at least 1—§ over the choice of
m examples among Z,

- - 1 Ta(m, N
VQ onH : A(Rb(GQ),Rz(GQ)) < E KL(QHP) = ln% 9
where min[n,K] () ()
def )\ n—k ) mA(E K)
Ta(m N) = max D, e

k=max[0,K+n—N]
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Swl[g«]m (vcg onH A(ES(GQ),EZ(GQ)) < %[KL(QHP) +In MD >1-6.

Proof. Y .,
m-A(,E L&), B L5(h)
Jensen’s inequality < hlﬂQm A (Lé (h)7 L‘,é (h))

Change of measure < KL(Q”P) +1n E emA (Eé(h),/:é(h))
h~P

Markov’s inequality <i_s KL(Q”P) + In l E E 6”"'A<Eé/ (h),L % (h))
0 S'~[Z]™ h~P

Expectations swap = KL(Q”P) +1n %hEP , ][“3 | 6m-A(E§/ (h),[‘é(h))
~P Si~[Z]m

;\ui}“(n))(.\7.\‘.&‘7;(}1))

— 1 (G o m-A(E LL(h)
KL(QI[P) +In = hgpzk: & e

I Hypergeometric law

rn,)

< KL@QIP)+lnt max |37 B omack. )
—  KLQ|P)+In % Ta(m, N) . 0
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